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1. Introduction

This report summarizes the discussion that followed the presentations about on-going CRM applications by:

· Jen-Shin Hong (Taiwan National Digital Archives Project)

· Alison Stevenson (European funded project SCULPTEUR)

· Richard Light (consultant)

· Helen Ashby (National Railway Museum, UK)

· Matthew Stiff (English Heritage)

· Martin Doerr (European funded project “ubi-erat-lupa”)

The intention of this discussion was to identify possible difficulties to apply the CIDOC CRM, to learn from experience made by other members of the Group and to identify directions of information services, research and development suitable to promote the optimal use of the CRM and knowledge sharing about cultural information in the near future. We identified the following problem areas:

· Inferencing, queries and user interface

· Robust mapping to the CRM, mapping tools

· Difficulties to understand the CRM, particularly the language used

· Possible simplifications of the CRM

· Visualization of the CRM

· Optimal data store for CRM instances: RDBMS versus RDF triples

· Integration architecture: mediator versus data warehouse approach

· Mapping methodology and organization

· Mapping registry, information services, Web forum for guidelines 

· New applications: CRM as facets for thesauri, CRM for intellectual analysis of a domain

A few of the envisioned solutions presented below were actually not proposed on the same day but later in the same meeting (October 6-9, 2003).

2. Inferences, Queries and User Interface

Problem: 

One cannot show all the CRM to the end-user in the user interface. It is too complex for a quick overview. Many more specialized relationships from end-user conceptualizations, such as “grandma” or “provenance” may be represented in a CRM compatible form as complex paths. How to create the appropriate path may not be obvious to an end-user. Different disciplines may use other synonyms for concepts in the CRM. 

Possible solution: 

The user interface should show to the user simple query forms, one per “fundamental category” (Actor, Period, Event,…) with simple associations in the style of Z39.50 access profiles. Each association is implemented as a possibly complex, predefined query.  A query processor can compose the partial queries.

Example:  

· Object by Type, Provenance, People, Material, Technique, Period, Event, Time; 

· People by other People, Event, Provenance, Objects, Role etc.

· Places by Object Types found or produced their, people etc.

· Events by People, Objects, Event Type …..

Even though this may look like the application of simple metadata, only an underlying  CRM-based implementation allows for systematically reusing data about objects as data about people, places, events etc.

Such forms depend heavily on the target audience of the intended service. They can be customized to different specialization levels of use and areas of interest.

Data entry depends on the museum discipline and should propose a workflow, like a questionnaire about what the user should tell the system. This is can effectively be done by designing CRM-compatible XML DTDs for key-disciplines . Each DTD should come together with the S/W that transforms its instances into a CRM compatible form (e.g. using RDFS versions of the CRM). 

It is assumed that even a large application, like a national information integration project, can be served with a relatively limited number of such DTDs. Experience at the GNM (Germanische Nationalmuseum Nuremberg) showed, that the experts’ expectation of the degree needed to diversify the DTD for each discipline might easily be overestimated. 

There should be collaboration to create a prototypical set of discipline specific, CRM-compatible DTDs.

3. Robust Mappings, Mapping Tools, Mapping methodology

Problem: 

A dedicated mapping methodology generally missing. There are several powerful tools on the market. Others use XSLT or Java programs to implement source-schema-dependent mapping algorithms. All those have in common, that they mix decoding, encoding and semantic mapping, and they use smaller or larger pieces of coded computer programming. Therefore these methods are not available to the domain expert, and the communication between programmers and domain experts becomes difficult.

Idea: 

The mapping is done by domain experts that are either trained in the CRM, or with the assistance of a person trained in the CRM. The domain expert needs a simple annotation editor to produce intellectual mapping specifications, which can be turned into a mapping algorithm that is stable for a certain source schema and independent from the source data, except for controlled term known from the beginning. 

The Group has good experience with a format for annotating mappings. It could be proven that domain experts, with some knowledge of the CRM, can define mappings to the CRM, and thus solve the major bottleneck of large information integration projects. 

However, 

· for many source data formats, it is difficult to name the semantic elements in order to annotate them, such as fields separated only by commas in a complete bibliographic reference. 

· Further, the specifications should be automatically validated against the CRM rather than by manual inspection, and they should make up a complete language to define unambiguously the mapping.

· Finally, there should be automatic code generation from the mapping specifications to create a computer program that automatically transforms all instances of a mapped source schema into a CRM compatible form. 

Therefore the following development steps are required:

1. Source schema normalization into a form which defines one tag or field for each semantic Unit, in particular for structured strings often used in data fields that encode further semantic subunits. E.g. literature references, place name references etc. Those serve as identifiers a mapping tool can refer to.

2. A mapping language, better in graphical form

3. Automatic generation of transformation code from a normalized source into a CRM compatible form

4. URI generation policies and duplicate detection algorithms

Further, there is a question of the intellectual application and methodology of mapping, interpretation of application contents, and strategies to organize systematic mapping in large integration projects (training, verification etc.)

4. Difficulties to understand the CRM, particularly language

Problem: 

The CRM is too complex to be displayed on one page. Language is difficult to be understood by foreigners.

Possible approaches: 

· Collection of rich comments, good and wrong examples. 

· Opening mailing list crm-sig to more interested parties, 

· Creation of a structured Web forum. 

· Investing in research in 3-D graphical representations of the model. 

· Publishing the class hierarchy graphically on the Web. 

· Promoting translations of the CRM in foreign languages and elicit feed-back about problems and the semantic correctness of the translations.

· Creation of a “CRM Light” of core concepts.

5. Possible Simplifications

Problem: 

When taking the CRM naively as an implementation schema, it seems to be too complex for many practical applications. Other features, such as potentially lengthy paths to express a relationship users regard as simple may raise the impression that the CRM is clumsy to use.

Some answers and solutions:

a) It is the task of information integration that is complex. To use the CRM is only advisable when simplistic approaches such as Dublin Core fail. The CRM is not a core but a maximal approach. It aims at capturing the semantics of its practical scope without loss of meaning. Compared to the complexity, diversity and heterogeneity of the data structures in real use it allows to integrate, the CRM is an extraordinary simplification.

b) There is hardly any single application that needs all functionality supported by the CRM at the same time. Particularly integrated digital library projects can benefit from basic features of the CRM, such as the generalization of participation of material, immaterial items and people in events, location, part decomposition etc. For any application, designers should investigate which part of the CRM to use actually.

c) Since the CRM allows representing most source data structures in the domain without loss of meaning, it is the only tool available that supports objective reasoning about which functionality will be lost when restricting an application to a subset of CRM concepts, or any other “simpler” set of concepts. It further allows for investigating which complexity of additional reasoning is introduced into an application if a CRM path is simplified. 

d) Data store can be greatly simplified, because there is no need to express semantic constraints in the schema of the data store.

Point c) needs more clarification. 

E.g., if the property “P14 carried out by (performed)” is omitted in the application, it is no more possible to retrieve only the events where a certain person was the active part. But still all persons involved in an event can be retrieved via the superproperty “P11 had participant (participated in)”. 

To ask for people just participating in events might be enough to formulate a query that retrieves all relevant document about the history of how a painting came about: The meetings, order, payment, stylistic requirements from the client, etc. I.e. the CRM can be a tool to simplify applications in a controlled manner.

If the decision is made not to use some more specialized concepts in the CRM, the more specific classes and properties may still play an important role as appropriate targets for the mapping of source data. The mapping of source concepts to CRM concepts that are closest to the applied source semantics is a simplification for the user of the mapping: It relieves the user from reinventing again and again the abstraction process the CRM has developed. It may still be advisable to leave a specific property in the schema of the repository for future application, and simply not to use it on the user interface level.

The simplification of a path is a different case. E.g., if a property “maternal grandmother” is used in the data store, the application code has to check dynamically all mother-child relations to find out whether new grandmothers are appearing as new data are entered into the system. If the property is resolved into mother-child relations before data enter the repository (transformation time), the grandmother property is easily calculated as a simple path at query time. Further, if mother-child is a simple property in the data store, the application code has to check dynamically all birth-related data in order to integrate and update them as new data are entered into the system. 

Obviously, the advantage of storing the complete path rather than a shortcut of it is only given if the application expects enough density of data for each item. If the chance is very low in an application that additional data of relatives of a person appear, it is not efficient to store the complete path of people and birth events. This demonstrates how the CRM can help to determine the complexity a simplification of a CRM path may introduce into the application code. Important is to preserve the ability to map in both directions. A property “grandmother” may be a bad idea in any case, as it is ambiguous whether the maternal or paternal one is meant.

The simplification of data store is an implementation problem. Once all information in the CRM is derived from one class (CRM Entity) plus 3 primitive data types, the CRM can be reduced to those, using 5 properties: the P2 has type, 3 links to the primitive data types, and one general property. If the properties are typed themselves, all valid CRM instance can be stored in this schema without loss of meaning: The individual CRM classes are encoded as types, as well as the individual CRM properties. The correct use of properties for the respective classes is the task of the data entry system. 

To which degree this schema or a more detailed one is efficient at query time depends completely on the database engine employed. See also the proposed DTD to transport CRM instances in XML, and the way to implement databases for RDFS.

This discussion should be sufficient to make clear, why the CRM has a certain complexity: One cannot be at the same time generic and simple. Cultural knowledge is not simple. Any oversimplification reduces possible functionality to be built on it. Once a generic model exists, many kinds of radical simplifications can be thought of and implemented, as the example above shows. The effort to produce simplifications from a consistent, generic model of medium complexity is unequally smaller than extending an inconsistent oversimplification. 

Obviously there is a need to establish a good practice of simplifications. May be some points deserve more research, such as which prominent application classes can be associated with specific simplifications.

6. Visualization of the Model

Problem:

The 130 properties of the CRM give rise to some thousand inherited ones. There is no visualization mechanism currently to show IsA hierarchies, properties and inherited properties together for more than a couple of classes and properties. In the same situation are many other more elaborate ontologies.

Possible approaches:

The class hierarchy of the CRM is easy to show graphically on one page or screen.  Such an image should be on the CRM Website. 

The model has been developed using graphical representations of classes and properties needed to express a certain functional context, such as “Accession”, “Location” etc. These representations will be completed and published.

Research is needed to develop three-dimensional visualization using intuitive preference directions (such as IsA upwards, multiple properties in the same plane etc.). The idea is to use the experience from the development of the model, i.e. naïve drawing, to develop interactive graphical representation and manipulation tools that allow for navigating graphically through the model and projecting out the relevant parts for a specific discourse. 

The tools should further allow to modify the schema and to play with alternatives of extensions to the model. An advanced version may also support the mapping process to and from another schema.

7. Integration Architectures

There are two major architectural questions: 

a) What is the optimal instance data store: RDBMS versus RDF triples; 

b) What is the best integration strategy: mediator versus data warehouse approach

Data store:

This point has been answered partially under “simplifications”. Critical questions seem to be how fast the database can calculate instances of a certain class, and how efficient it is in calculating paths up to transitive closures of properties. More details need to be elaborated in practical experience, may be “CRM benchmarks” could be thought of. 

It should however be made clear that the complexity is not introduced by the CRM but by the subject matter. Any attempt to be more efficient on one side increases complexity on another. The point is to exploit to the best possible the indexing techniques built-in to the most modern databases in order to get rid of complexity in the application code. 

Future availability of generic RDFS (or OWL) databases will it make by far easier to create advanced applications. 

Integration strategy:

A mediator leaves the data on the different sources and transforms a user query into an equivalent query that the individual source can understand. It gets the results back and tries to harmonize the results into a common format. A data warehouse extracts the data off-line from the source, transforms the data into a common schema and uploads them into a common store. There is no need to upload all source data. Only the relevant ones (e.g. metadata) need to be extracted. We list here some typical pros and cons:

Mediator cons: high effort to attach a database with a new schema. The implementer has to do it. Integration of search results difficult. Limited reasoning: Joins over multiple sources are ineffective.  

Mediator pros: Updates immediately visible. Storage effective. Scalable if query transformation can be distributed or a limited number of database schemata is used.

Data warehouse cons: Needs storage. Data extraction and uploading delays updating. Deleting information in the data warehouse is complex.

Data warehouse pros: Additional Storage never exceeds the original. Data extraction is much simpler and more powerful. Unlimited joins across sources. Search results are integrated. Scalable if the warehouse storage can be distributed.

We generally recommend the data warehouse (metadata repository), because:

· Cultural organizations do not want to publish databases under construction, but consolidated knowledge only.

· There is no hurry to update information (in contrast to flight booking and others).

· Integration is cheaper, the additional storage is cheaper than the investment in a mediator

· Joins across sources are vital for cultural data. Mediators fail in more complex cases.

This issue may need more elaboration and research.

8. Other CRM Applications

Two more CRM applications have been discussed: To use the CRM to harmonize the various “facets” used in thesauri for cultural information, and to use mapping to the CRM as intellectual method to start the analysis of a domain.

9. Information Services

Several forms of information services to assist the good practice of use with the CRM have been discussed:

a) Mapping Registries: An important resource to understand the CRM and to ensure its consistent application across the world is the systematic registration and publication of mapping specifications for end-user databases to the CRM. It will further help to implement peer-to-peer data transport or communication without CRM-compatible intermediate based on the mutual understanding of common contents.

b) Discussions, interpretations, examples and counterexamples of CRM concepts, particular related to mappings, detailing on characteristic end-user concepts and their general relation to the CRM

c) Specific simplifications, compatible DTD’s, access profiles etc.

The Group decided to address these topics in a scientific workshop April 19-20, and to create a structured Web forum for these issues.

A call for papers will be issued soon. 

10. Feedback

The Group would be very happy about rich feedback to these topics, proposals and any other issues you encounter in your actual or envisaged applications. Please respond on the crm-sig@ics.forth.gr mailing list. Please invite all people you think that may be useful for this discussion to the mailing list (informal message to martin@ics.forth.gr, with the candidates e-mail and affiliation)

